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DSMS - Surveys 
 

• http://db.uwaterloo.ca/~ddbms/publications/stream/streamsurvey.pdf 
• http://www.bell-labs.com/user/rastogi/tutorials.html 
• http://www-db.stanford.edu/stream/ 
• http://www.research.att.com/conf/mpds2003/schedule/ 
• B. Babcock, S. Babu, M. Datar, R. Motawani, and J. Widom, “Models and issues in 

data stream systems”, ACM PODS 2002 (tutorial). 
• M. Garofalakis, J. Gehrke, and R. Rastogi, “Querying and mining data streams: You 

only get one look”, ACM SIGMOD 2002 (tutorial). 
• Golab & Ozsu, Issues in Data Stream Management. ACM SIGMOD Record, June 

2003. 
 

DSMS - Applications 
 

– S. Babu, L. Subramanian, and J. Widom. A Data Stream Management System 
for Network Traffic Management, Proc. of the Workshop on Network-Related 
Data Management (NRDM 2001), May 2001  

– Cranor, Johnson, Spatscheck & Shkapenyuk. Gigascope: A Stream Database 
for Network Applications. SIGMOD 2003.  

– Joseph M. Hellerstein. From Database to Dataflow: New Directions in IT. 
Medical Records Institute Health IT Advisory Report 3(6) (2002).  

– Lerner & Shasha. The Virtues and Challenges of Ad Hoc + Streams Querying 
in Finance. IEEE Data Engineering Bulletin, March 2003.  

– Oracle 9i Stream  
– Sistal, Wolfson, Chamberlain, Dao. Modeling and Querying Moving Objects. 

ICDE 1997.  
– Yao & Gehrke. Query Processing for Sensor Networks. CIDR 2003.  

DSMS - Systems 
 

• Aurora (Brandeis, Brown, MIT) 
– H. Balakrishnan, M. Balazinska, D. Carney, U. Cetintemel, M. Cherniack, C. 

Convey, E. Galvez, J. Salz, M. Stonebraker, N. Tatbul, R. Tibbetts, S. Zdonik, 



Retrospective on Aurora, VLDB Journal Special Issue on Data Stream 
Processing, 2004 (to appear).  

– J. Hwang, M. Balazinska, A. Rasin, U. Çetintemel, M. Stonebraker, S. Zdonik. 
A Comparison of Stream-Oriented High-Availability Algorithms, Brown 
CS TR-03-17 (submitted). 

– D. Carney, U. Çetintemel, A. Rasin, S. Zdonik, M. Cherniack, M. Stonebraker. 
Operator Scheduling in a Data Stream Manager. In proceedings of the 29th 
International Conference on Very Large Data Bases (VLDB'03), Berlin, 
Germany, September 2003. 

– N. Tatbul, U. Çetintemel, S. Zdonik, M. Cherniack, M. Stonebraker. Load 
Shedding in a Data Stream Manager. In proceedings of the 29th 
International Conference on Very Large Data Bases (VLDB'03), Berlin, 
Germany, September 2003, pp. 309-320. 

– D. Abadi, D. Carney, U. Cetintemel, M. Cherniack, C. Convey, S. Lee, M. 
Stonebraker, N. Tatbul, S. Zdonik. Aurora: A New Model and Architecture 
for Data Stream Management. In VLDB Journal (12)2: 120-139, August 
2003.  

– D. Abadi, D. Carney, U. Cetintemel, M. Cherniack, C. Convey, C. Erwin, E. 
Galvez, M. Hatoun, J. Hwang, A. Maskey, A. Rasin, A. Singer, M. 
Stonebraker, N. Tatbul, Y. Xing, R.Yan, S. Zdonik. Aurora: A Data Stream 
Management System (Demonstration). In proceedings of the ACM SIGMOD 
International Conference on Management of Data (SIGMOD'03), San Diego, 
CA, June 2003.  

– D. Carney, U. Çetintemel, A. Rasin, S. Zdonik, M. Cherniack, M. Stonebraker. 
Reducing Execution Overhead in a Data Stream Manager. In proceedings 
of the ACM Workshop on Management and Processing of Data Streams 
(MPDS'03), San Diego, CA, June 2003.   

– N. Tatbul, U. Çetintemel, S. Zdonik, M. Cherniack, M. Stonebraker. Load 
Shedding on Data Streams. In proceedings of the ACM Workshop on 
Management and Processing of Data Streams (MPDS'03), San Diego, CA, 
June 2003.  

– S. Zdonik, M. Stonebraker, M. Cherniack, U. Cetintemel, M. Balazinska, and 
H. Balakrishnan. The Aurora and Medusa Projects. IEEE Data Engineering 
Bulletin, Vol. 26, No. 1, March, 2003.  

– M. Cherniack, H. Balakrishnan, M. Balazinska, D. Carney, U. Cetintemel, Y. 
Xing, S. Zdonik. Scalable Distributed Stream Processing. In proceedings of 
the First Biennial Conference on Innovative Database Systems (CIDR'03), 
Asilomar, CA, January 2003.  

– D. Carney, U. Cetintemel, M. Cherniack, C. Convey, S. Lee, G. Seidman, M. 
Stonebraker, N. Tatbul, and S. Zdonik. Monitoring Streams: A New Class of 
Data Management Applications. In proceedings of the 28th International 
Conference on Very Large Data Bases (VLDB'02), Hong Kong, China, August 
2002.  
  

• COUGAR (Cornell) 
– Niki Trigoni, Yong Yao, Alan Demers, Johannes Gehrke, Rajmohan 

Rajaraman. WaveScheduling: Energy-Efficient Data Dissemination for Sensor 
Networks. Internet Draft 2004  



– Yong Yao, J. E. Gehrke. Query Processing in Sensor Networks. In 
Proceedings of the First Biennial Conference on Innovative Data Systems 
Research (CIDR 2003). Asilomar, California, January 2003.  

– Yong Yao, J. E. Gehrke. The Cougar Approach to In-Network Query 
Processing in Sensor Networks. Sigmod Record, Volume 31, Number 3. 
September 2002.  

– Anton Faradjian, J. E. Gehrke, and Philippe Bonnet. GADT: A Probability 
Space ADT For Representing and Querying the Physical World. Proceedings 
of the 18th International Conference on Data Engineering. San Jose, 
California, February 2002.  

– Philippe Bonnet, J. E. Gehrke, and Praveen Seshadri. Towards Sensor 
Database Systems. Proceedings of the Second International Conference on 
Mobile Data Management. Hong Kong, January 2001.  

– Philippe Bonnet, J. E. Gehrke, and Praveen Seshadri. Querying the Physical 
World. IEEE Personal Communications, Vol. 7, No. 5, October 2000, pages 
10-15. Special Issue on Smart Spaces and Environments.  

– Philippe Bonnet, Praveen Seshadri. Device Database Systems. In Proceedings 
of the 16th International Conference on Data Engineering. San Diego, 
California, February 2000.  
 

• GigaScope and Hancock (At&T) 
– C. D. Cranor, T. Johnson, O. Spatscheck, V. Shkapenyuk: Gigascope: A 

Stream Database for Network Applications. SIGMOD Conference 2003: 647-
651 

– C. D. Cranor, T. Johnson, O. Spatscheck, V. Shkapenyuk: The Gigascope 
Stream Database. IEEE Data Engineering Bulletin 26(1): 27-32 (2003) 

 
 
• Medusa (Brown University) 

– High-Availability Algorithms for Distributed Stream Processing 
Jeong-Hyon Hwang, Magdalena Balazinska, Alexander Rasin, Ugur 
Cetintemel, Michael Stonebraker, and Stan Zdonik 
The 21st International Conference on Data Engineering. ICDE 2005 (to 
appear)  

– Contract-Based Load Management in Federated Distributed Systems  
Magdalena Balazinska, Hari Balakrishnan, and Mike Stonebraker  
1st Symposium on Networked Systems Design and Implementation (NSDI)  
San Francisco, CA, March 2004.  

– A Comparison of Stream-Oriented High-Availability Algorithms  
Jeong-Hyon Hwang, Magdalena Balazinska, Alexander Rasin,  
Ugur Cetintemel, Michael Stonebraker, and Stan Zdonik 
Technical Report CS-03-17. Brown University, September 2003.  

– The Aurora and Medusa Projects  
Stan Zdonik, Michael Stonebraker, Mitch Cherniack, Ugur Cetintemel, 
Magdalena Balazinska, and Hari Balakrishnan  
Bulletin of the Technical Committe on Data Engineering  
IEEE Computer Society. March 2003. p.3-10. (Invited Paper).  



– Scalable Distributed Stream Processing  
Mitch Cherniack, Hari Balakrishnan, Magdalena Balazinska, 
Don Carney, Ugur Cetintemel, Ying Xing, and Stan Zdonik 
CIDR 2003 - First Biennial Conference on Innovative Data Systems Research,  
Asilomar, California, January 2003.  

– Richard Tibbetts  
Linear Road: Benchmarking Stream-Based Data Management Systems  
M. Eng. Thesis, Massachusetts Institute of Technology, August 2003.  
[Postscript (1.3 MB)] [.ps.gz (563 KB)] [PDF (631 KB)](61 pages)  

– Hiroyoshi Iwashima  
Differential Bandwidth Allocation with Multiplexed TCP Connections  
M. Eng. Thesis, Massachusetts Institute of Technology, August 2003.  
[Postscript (1 MB)] [.ps.gz (250 KB)] [PDF (345 KB)](66 pages)  

 
• NiagaraCQ (University of Wisconsin-Madison) 

– J. Chen, D. J. DeWitt, F. Tian, Y. Wang: NiagaraCQ: A Scalable Continuous 
Query System for Internet Databases. SIGMOD Conference 2000: 379-390. 

– NiagaraCQ: A Scalable Continuous Query System for Internet Databases. 
Jianjun Chen, David J. DeWitt, Feng Tian, Yuan Wang. SIGMOD 2000 , 
p379-390.  

– Active Query Caching for Database Web Servers. Qiong Luo, Jeffrey F. 
Naughton, Rajasekar Krishnamurthy, Pei Cao, and Yunrui Li. WebDB'2000. 

– The Niagara Internet Query System. Jeffrey Naughton, David DeWitt, 
David Maier, and many others.  

– Architecting a Network Query Engine for Producing Partial Results. 
Jayavel Shanmugasundaram, Kristin Tufte, David J. DeWitt, Jeffrey F. 
Naughton, and David Maier. WebDB'2000 

– Rate-Based Query Optimization for Streaming Information Sources 
Stratis D. Viglas, Jeffrey F. Naughton SIGMOD 2002  

– Design and Evaluation of Alternative Selection Placement Strategies in 
Optimizing Continuous Queries. Jianjun Chen, David J. DeWitt, and Jeffrey 
F. Naughton. ICDE02  

– Building XML Statistics for the Hidden Web. Ashraf Aboulnaga and Jeffrey 
F. Naughton.  

– Evaluating Window Joins Over Unbounded Streams. Jaewoo Kang, Jeffrey 
F. Naughton and Stratis D. Viglas.  

– Maximizing the Output Rate of Multi-Join Queries over Streaming 
Information Sources. Stratis D. Viglas, Jeffrey F. Naughton, Josef Burger.  

– STEP: Extending Relational Query Engines for Efficient XML Query 
Processing. Feng Tian, David J. DeWitt.  

– Optimizing Fixed-Schema XML to SQL Query Translation. Rajasekar 
Krishnamurthy, Raghav Kaushik, Jeffrey F. Naughton.  

– Dynamic Re-grouping of Continuous Queries. Jianjun Chen, David J. 
DeWitt.  

– Merge as a Lattice-Join of XML Documents. Kristin Tufte, David Maier.  
– Putting XML Query Algebras into Context. Stratis D. Viglas, Leonidas 

Galanis, David J. DeWitt, David Maier, Jeffrey F. Naughton.  



– 2001  
– Estimating the Selectivity of XML Path Expressions for Internet Scale 

Applications. Ashraf Aboulnaga, Alaa R. Alameldeen, and Jeffrey F. 
Naughton. VLDB 2001.  

– Generating Synthetic Complex-structured XML Data . Ashraf Aboulnaga, 
Jeffrey F. Naughton, and Chun Zhang. WebDB 2001. [software download].  

– Form-Based Proxy Caching for Database-Backed Web Sites. Qiong Luo 
and Jeffrey F. Naughton. VLDB 2001. [Full version].  

– The Design and Performance Evaluation of Various XML Storage 
Strategies. Feng Tian, David J. DeWitt, Jianjun Chen, and Chun Zhang.  

– X-Diff: An Effective Change Detection Algorithm for XML Documents. 
Yuan Wang, David J. DeWitt, and Jin-Yi Cai. [The XML diff tool].  

– On Supporting Containment Queries in Relational Database Management 
Systems. Chun Zhang, Jeffrey F. Naughton, David J. DeWitt, Qiong Luo, and 
Guy Lohman. SIGMOD 2001. [Short version]. [Full version].  
 

• OpenCQ (Georgia Tech) 
– L. Liu, C. Pu, W. Tang: Continual Queries for Internet Scale Event-Driven 

Information Delivery. TKDE 11(4): 610-628 (1999) 
 

• StatStream (New York University) 
– Yunyue Zhu, Dennis Shasha “StatStream: Statistical Monitoring of Thousands 

of Data Streams in Real Time” VLDB, August, 2002. pp. 358-369 
– http://cs.nyu.edu/cs/faculty/shasha/papers/statstream.html  

 
• Stream (Stanford) 

– The STREAM Group. STREAM: The Stanford Stream Data Manager (short 
overview paper), IEEE Data Engineering Bulletin, Vol. 26 No. 1, March 2003  

– Motwani et al. (Stanford group), Query Processing, Resource Management, 
and Approximation and in a Data Stream Management System. CIDR 2003. 

 
• Streaminer (UIUC) 

– C. Aggarwal, J. Han, J. Wang, and P. S. Yu, “A Framework for Clustering 
Evolving Data Streams”,  Proc.  2003 Int. Conf. on Very Large Data Bases 
(VLDB'03), Berlin, Germany, Sept. 2003 

– http://www-faculty.cs.uiuc.edu/~hanj/projs/streamine.htm 
 

• Tapestry (Xerox) 
– D. B. Terry, D. Goldberg, D. Nichols, B. M. Oki: Continuous Queries over 

Append-Only Databases. SIGMOD Conference 1992: 321-330 
 

• Telegraph(CQ) (Berkeley) 
– Sirish Chandrasekaran, Owen Cooper, Amol Deshpande, Michael J. Franklin, 

Joseph M. Hellerstein, Wei Hong, Sailesh Krishnamurthy, Samuel R. Madden, 
Vijayshankar Raman, Fred Reiss, Mehul A. Shah. TelegraphCQ: Continuous 
Dataflow Processing for an Uncertain World, CIDR 2003.  

– Sailesh Krishnamurthy, Sirish Chandrasekaran, Owen Cooper, Amol 
Deshpande, Michael J. Franklin, Joseph M. Hellerstein, Wei Hong, Samuel R. 
Madden, Vijayshankar Raman, Fred Reiss, and Mehul A. Shah. 
TelegraphCQ: An Architectural Status Report. IEEE Data Engineering 



Bulletin, Vol 26(1), March 2003.  
 

• TinyDB (Berkeley) 
– Samuel R. Madden, Michael J. Franklin, Joseph M. Hellerstein, and Wei 

Hong. The Design of an Acquisitional Query Processor for Sensor Networks. 
To Appear, SIGMOD, June 2003. 

– Joseph M. Hellerstein, Wei Hong, Samuel Madden, and Kyle Stanek. Beyond 
Average: Towards Sophisticated Sensing with Queries. To Appear, 2nd 
International Workshop on Information Processing in Sensor Networks (IPSN 
'03), March 2003. 

– Samuel R. Madden, Michael J. Franklin, Joseph M. Hellerstein, and Wei 
Hong. TAG: a Tiny AGgregation Service for Ad-Hoc Sensor Networks. OSDI, 
December 2002.  

– Samuel R. Madden, Robert Szewczyk, Michael J. Franklin and David Culler. 
Supporting Aggregate Queries Over Ad-Hoc Wireless Sensor Networks. 
Workshop on Mobile Computing and Systems Applications, 2002 (to appear).  

– Samuel R. Madden. Query Processing For Streaming Sensor Data. Ph.D. 
Qualifying Exam Proposal, May 2002.  

– Samuel R. Madden and Michael J. Franklin. Fjording the Stream: An 
Architecture for Queries over Streaming Sensor Data. ICDE Conference, 2002.  

– Samuel R. Madden, Mehul A. Shah, Joseph M. Hellerstein, and Vijayshankar 
Raman. Continuously Adaptive Continuous Queries over Streams. SIGMOD 
Conference, 2002.  

 
• Tradebot (www.tradebot.com) 

 
• Tribeca (Bellcore) 

– Mark Sullivan: Tribeca: A Stream Database Manager for Network Traffic 
Analysis Source Proceedings of the 22th International Conference on Very 
Large Data Bases 1996 

– Mark Sullivan: Tribeca: A System for Managing Large Databases of Network 
Traffic, USENIX Annual Technical Conference (NO 98), 1998   
 

 

DSMS  – Query Languages 
 

– Seshadri, P., Livny, M., Ramakrishnan, R., Sequence Query Processing. in 
ACM Conference on the Management of Data (SIGMOD), (1994), 430-441. 

– Arasu, A., Babu, S., Widom. J., The CQL Continuous Query Language: 
Semantic Foundations and Query Execution, Technical Report, Oct. 2003  

– Wang, H., Zaniolo, C., ATLaS: A Native Extension of SQL for Data Mining 
and Stream Computations, UCLA CS Dept., 2002. 

– Arasu, A., Babu, S., Widom, J., An Abstract Semantics and Concrete 
Language for Continuous Queries over Streams and Relations. Technical 
Report, 2003 (Abbreviated version in Proc. International Conference on Data 
Base Programming Languages, 2003).  

– Chandrasekaran et al., Windows Explained, Windows Expressed. Technical 
Report, 2003. 



 

DSMS  – Query Processing 
 

• Query Processing for Streams  
– Tucker, P., Maier, D., Sheard, T. and Fegaras, L. Punctuating Continuous 

Streams, Oregon Graduate Institute, Portland, OR, 2002. 
–   U. Srivastava, S. Babu, and J. Widom. Monitoring Stream Properties for 

Continuous Query Processing (short paper), Proc. of the 2003 Workshop on 
Management and Processing of Data Streams (MPDS 2003), June 2003  

– A. Arasu, B. Babcock, S. Babu, J. McAlister, and J. Widom. Characterizing 
Memory Requirements for Queries over Continuous Data Streams ,  ACM 
Transactions on Database Systems, March 2004.  

–  S. Babu, U. Srivastava, and J. Widom. Exploiting k-Constraints to Reduce 
Memory Overhead in Continuous Queries over Data Streams, Technical 
Report, November 2002  

– Vijayshankar Raman, Amol Deshpande, and Joseph M. Hellerstein. Using 
State Modules for Adaptive Query Processing. ICDE 2003.  
 

• Adaptive Query Processing 
– Madden, Shah, Hellerstein and Raman. Continuously Adaptive Continuous 

Queries over Streams. ACM SIGMOD 2002.  
– Avnur & Hellerstein. Eddies: Continuously Adaptive Query Processing. ACM 

SIGMOD 2000.  
– Chandrasekaran and Franklin. Streaming Queries over Streaming Data. IEEE 

VLDB 2002.  
 

• Query Processing with Windows 
– Kang, J., Naughton, J.F., Viglas, S.D., Evaluating Window Joins Over 

Unbounded Streams. Evaluating Window Joins over Unbounded Streams, 
ICDE 2003.  

– Golab & Ozsu. Processing Sliding Window Multi-Joins in Continuous Queries 
over Data Streams. Technical Report, February 2003.  

• Memory Requirements for Query Processing 

– Arasu et al. Characterizing Memory Requirements for Queries over 
Continuous Data Streams. PODS 2002.  

– Babu, Srivastava, Widom. Exploiting k-Constraints to Reduce Memory 
Overhead in Continuous Queries over Data Streams. Technical Report, 
November 2002.  

– Tucker, Maier, Sheard, Fegaras. Exploiting Punctuation Semantics in 
Continuous Data Streams. Transactions on Knowledge and Data Engineering, 
May 2003. (http://www.cse.ogi.edu/~ptucker/PStream/)  

• Approximation Techniques 

– Gibbons & Tirthapura. Distributed Streams Algorithms for Sliding Windows, 
ACM TOCS (earlier version appeared in ACM Symp. on Parallel Algorithms 
& Architectures, 2002).  

– Gilbert, Kotidis, Muthukrishnan & Strauss. Surfing Wavelets on Streams: One-
pass Summaries for Approximate Aggregate Queries. IEEE VLDB 2001.  



– Dobra, Garofalakis, Gehrke and Rastogi. Processing Complex Aggregate 
Queries over Data Streams. ACM SIGMOD 2002.  
 

• Query Optimization  
– [Viglas02] Viglas and Naughton. Rate-based Query Optimization for 

Streaming Information Sources. SIGMOD 2002.  
– Chen, DeWitt and Naughton. Design and Evaluation of Alternative Selection 

Placement Strategies in Optimizing Continuous Queries. ICDE 2002.  
 

• QoS, Scheduling, Load Shedding, Sampling 
– B. Babcock, S. Babu, M. Datar, R. Motwani, and D. Thomas. Operator 

Scheduling in Data Stream Systems, Technical Report, Oct. 2003  
– B. Babcock, M. Datar, and R. Motwani. Load Shedding Techniques for Data 

Stream Systems (short paper),  Proc. of the 2003 Workshop on Management 
and Processing of Data Streams (MPDS 2003), June 2003  

– Babcock, Babu, Datar and Motwani. Chain: Operator Scheduling for Memory 
Minimization in Data Stream Systems. ACM SIGMOD 2003.  

– Babcock, Datar & Motwani. Sampling from a Moving Window Over 
Streaming Data (extended abstract). Proc. Symposium on Discrete Algorithms 
(SODA), 2002. (http://www.stanford.edu/~babcock/papers/soda02.ppt)  

– Don Carney, Ugur Cetintemel, Alex Rasin, Stan Zdonik, Mitch Cherniack and 
Michael Stonebraker, Operator Scheduling in a Data Stream Environment, 
Proceedings of the 29th International Conference on Very Large Data Bases 
(VLDB), September, 2003.  

– Das, Gehrke & Riedewald. Approximate Join Processing Over Data Streams. 
SIGMOD 2003. 

– Hammad, Franklin, Aref and Elmagarmid. Scheduling for Shared Window 
Joins over Data Streams. VLDB 2003. 

– R. Motwani, J. Widom, A. Arasu, B. Babcock, S. Babu, M. Datar, G. Manku, C. 
Olston, J. Rosenstein, and R. Varma. Query Processing, Resource 
Management, and Approximation in a Data Stream Management System,  
Proc. of the 2003 Conf. on Innovative Data Systems Research (CIDR), January 
2003. 

– Nesime Tatbul, Ugur Cetintemel, Stan Zdonik, Mitch Cherniack and Michael 
Stonebraker, Load Shedding in a Data Stream Manager, Proceedings of the 
29th International Conference on Very Large Data Bases (VLDB), September, 
2003.  

– Vijayshankar Raman and Joseph M. Hellerstein. Partial Results for Online 
Query Processing. ACM SIGMOD Conference, Madison, WI, June 2002. 

 
• Distributed Processing / Streams 

– Mitch Cherniack, Hari Balakrishnan, Don Carney, Ugur Cetintemel, Ying 
Xing and Stan Zdonik, Scalable Distributed Stream Processing, Proceedings 
of the Conference for Innovative Database Research (CIDR), January, 2003, 
Asilomar, CA.  

– C. Olston, J. Jiang, and J. Widom. Adaptive Filters for Continuous Queries 
over Distributed Data Streams  
In Proc. of the ACM Intl Conf. on Management of Data (SIGMOD 2003), 
June, 2003  



– B. Babcock and C. Olston. Distributed Top-K Monitoring, Proc. of the ACM 
Intl Conf. on Management of Data (SIGMOD 2003), June 2003  

– Shah, M.A., Hellerstein, J.M., Chandrasekaran, S. and Franklin, M.J., Flux: 
An Adaptive Partitioning Operator for Continuous Query Systems. 
International Conference on Data Engineering (ICDE), (Bangalore, India, 
2003).  

– Srivastava & Widom. Flexible Time Management in Data Stream Systems. 
Technical Report, July 2003.  

– Olston, Jiang & Widom. Adaptive Filters for Continuous Queries over 
Distributed Data Streams. ACM SIGMOD 2003.  

Mining Data Streams 

– D. Abadi, D. Carney, U. Cetintemel, M. Cherniack, C. Convey, C. Erwin, E. 
Galvez, M. Hatoun, J. Hwang, A. Maskey, A. Rasin, A. Singer, M. 
Stonebraker, N. Tatbul, Y. Xing, R.Yan, S. Zdonik. Aurora: A Data Stream 
Management System (Demonstration). In proceedings of the ACM SIGMOD 
International Conference on Management of Data (SIGMOD'03), San Diego, 
CA, June 2003. 

– G. Abowd, Ubiquitous Computing: Research themes and open issues from an 
applications perspective. Technical Report GIT-GVU 96-23, GVU Center, 
Georgia Institute of Technology, October 1996. 

– A. Arasu, B. Babcock. S. Babu, M. Datar, K. Ito, I. Nishizawa, J. Rosenstein, 
and J. Widom. STREAM: The Stanford Stream Data Manager Demonstration 
description - short overview of system status and plans; in Proc. of the ACM 
Intl Conf. on Management of Data (SIGMOD 2003), June 2003. 

– C. Aggarwal, J. Han, J. Wang, P. S. Yu,  A Framework for Clustering 
Evolving Data Streams,  Proc.  2003 Int. Conf. on Very Large Data Bases 
(VLDB'03), Berlin, Germany, Sept. 2003. 

– C. Aggarwal, J. Han, J. Wang, and P. S. Yu, A Framework for Projected 
Clustering of High Dimensional Data Streams, Proc. 2004 Int. Conf. on Very 
Large Data Bases (VLDB'04), Toronto, Canada, Aug. 2004. 

– C. Aggarwal, J. Han, J. Wang, and P. S. Yu, On Demand Classification of 
Data Streams, Proc. 2004 Int. Conf. on Knowledge Discovery and Data Mining 
(KDD'04), Seattle, WA, Aug. 2004. 

– M. Ajtai, T.S. Jayram, R. Kumar, and D. Sivakumar. Approximate counting of 
inversions in a data stream. In 34th ACM Symposium on Theory of 
Computing, Montral, Qubec, Canada, 2002.  

– B. Babcock, S. Babu, M. Datar, R. Motwani, and J. Widom. Models and issues 
in data stream systems. In Proceedings of PODS, 2002. 

– B. Babcock, M. Datar, and R. Motwani. Load Shedding Techniques for Data 
Stream Systems (short paper)  In Proc. of the 2003 Workshop on Management 
and Processing of Data Streams (MPDS 2003), June 2003 

– B. Babcock, M. Datar, R. Motwani, L. O'Callaghan: Maintaining Variance and 
k-Medians over Data Stream Windows, to appear in Proceedings of the 22nd 
Symposium on Principles of Database Systems (PODS 2003) 

– M. Burl, Ch. Fowlkes, J. Roden, A. Stechert, and S. Mukhtar, Diamond Eye: A 
distributed architecture for image data mining,  in SPIE DMKD, Orlando, 
April 1999. 



– Ben-David, S, Johannes Gehrke and Daniel Kifer, Detecting Change in Data 
Streams, Proceedings of VLDB 2004. 

– R. Bhargava, H. Kargupta, and M. Powers, Energy Consumption in Data 
Analysis for On-board and Distributed Applications, Proceedings of the 
ICML'03 workshop on Machine Learning Technologies for Autonomous 
Space Applications, 2003. 

– M. Charikar, K. Chen and M. Farach-Colton. Finding Frequent Items in Data 
Streams. International Colloquium on Automata,Languages, and Programming 
(ICALP '02) 508--515. 

– M. Charikar, L. O'Callaghan, and R. Panigrahy. Better streaming algorithms 
for clustering problems In Proc. of 35th ACM Symposium on Theory of 
Computing (STOC), 2003. 

– Y. D. Cai, D. Clutter, G. Pape, J. Han, M. Welge, and L. Auvil, MAIDS: 
Mining Alarming Incidents from Data Streams, (system demonstration), Proc. 
2004 ACM-SIGMOD Int. Conf. Management of Data (SIGMOD'04), Paris, 
France, June 2004. 

– Y. Chen, G. Dong, J. Han, B. W. Wah, and J. Wang. Multi-Dimensional 
Regression Analysis of Time-Series Data Streams In VLDB Conference, 2002. 

– F.Chu and C.Zaniolo, Fast and light boosting for adaptive mining of data 
streams, in Proc. of the 5th Pacific-Asic Conference on Knowledge Discovery 
and Data Mining (PAKDD), Sydney, May 2004. 

– Liadan O'Callaghan, Nina Mishra, Adam Meyerson, Sudipto Guha, and Rajeev 
Motwani. Streaming-data algorithms for high-quality clustering. Proceedings 
of IEEE International Conference on Data Engineering, March 2002. 

– G. Cormode, S. Muthukrishnan What's hot and what's not: tracking most 
frequent items dynamically. PODS 2003: 296-306 

– G. Cormode and S. Muthukrishnan., What is new: Finding significant 
differences in network data streams, INFOCOM 2004. 

– L. Chen, K. Reddy, and G. Agrawal, GATES: A Grid-Based Middleware for 
Processing Distributed Data Streams, in proceedings of Conference on High 
Performance Distributed Computing (HPDC), 2004. 

– Y. Dora Cai, D. Clutter, G. Pape, J. Han, M. Welge, L. Auvil. MAIDS: Mining 
Alarming Incidents from Data Streams. Proceedings of the 23rd ACM 
SIGMOD (International Conference on Management of Data), June 13-18, 
2004, Paris, France. 
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